
Sullivan	   1	  

Community	  Issues	  in	  American	  Metropolitan	  Cities:	  A	  Data	  Mining	  Case	  Study	  
Brooke Sullivan – Cal State Fullerton 

Introduction   

San Francisco is a metropolitan city of about 826,000 residents in Northern California 

(United States Census Bureau, 2014).  Every year, the city conducts an extensive survey to 

analyze community perceptions and population demographics in order to best allocate city 

resources.  In most cities, businesses and governments rely on US Census data (including the 

American Community Survey) and proprietary surveys to conduct their research.  However, 

these other cities do not receive the same depth of information and may not have the necessary 

technical background needed to find meaningful results. This paper will serve as a case study for 

how similar surveys and research may help cities large or small use data analysis to pinpoint 

areas for concern or improvement based on resident responses. 

Research Goals 

 The main goal of this research project is to create an understanding of the factors that are 

favored by the city residents via statistical models and analytical techniques. In particular, the 

questions that we seek to answer are as follows: 

• “Which factors in San Francisco can be adjusted so that residents may have a better 

quality of life?”  

• “Which factors are causing San Francisco residents to move away from the city?”   

The answers are valuable because it may help city leaders to understand the causes of 

community issues and lead to possible solutions. 
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This subject became a major interest after finding the public dataset from the San 

Francisco City Controller’s Office website. The dataset contains responses to a survey with 

questions such as, “How safe do you feel in your neighborhood at night?” and “How would you 

rate the fare prices of public transportation?”  I had not seen something so in depth before about 

a city, and was curious if other cities were doing the same thing.  My objective became to apply 

analytics based on data mining methods learned in a course to gain insights into the data and 

compare them to the official reports. 

Data 

 The data collected by analysts covered a wide range of topics, including opinion-based 

questions such as whether residents would be willing to pay taxes for specific city improvements 

and their experiences with city libraries, public transportation, and city streets.  Other topics 

revolved around demographic information such as education, income, and zip code.  The data are 

numerical in nature or based on a graded scale, such as letters A – F, with “A” being “Excellent” 

and F being “Failing,” to grade how well the city performs in that area. 

San Francisco is known for its different neighborhoods, such as North Beach, Chinatown, 

Union Square, Fisherman’s Wharf and others.  It makes this research application more 

interesting because one can see the amount of variation in responses from one neighborhood or 

district of the city to another.  Many of the different areas of San Francisco have different 

experiences with public transportation, city parks, public education and public safety.  Noticing 

these differences in experience is valuable in trying to improve resident life in a specific area. 
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Methods 

A substantial portion of the work on this project involved cleaning and preprocessing the 

survey dataset.  This meant breaking down the 15-year dataset into one year and removing 

records that were missing information.  For the year 2011, the survey is comprised of almost 

4,000 people’s responses on about 100 questions.   

The main task at hand is to attempt to classify a person as likely to move away from San 

Francisco in the next three years, or not, in that time.   To accomplish this, we attempted several 

classification techniques, including Naïve Bayes, Classification Trees, K-Nearest Neighbors, and 

Logistic Regression (Shmueli et al, 2011).  The first four methods mentioned above did not 

perform well enough.  The most valuable method so far has been logistic regression, which helps 

in predicting the probability that a person would be likely to move away from the city based on 

some of the characteristics studied. More specifically, the Logistic Regression model represents 

the odds of residents moving away as a function of responses to various questions in the survey.  

The dataset was partitioned into 60% test data and 40% validation data, whereby using the 

training data to build the regression model by estimating the coefficients and the validation data 

to judge its accuracy.  The resulting model is based on their responses to questions on the 

following topics: (a) Quality of public schools, (b) Quality of city parks, (c) Public transportation 

fares and (d) Ability to cover household expenses. 

Some additional steps in our research involved creating user-friendly graphics using a 

data visualization software called Tableau, which is becoming more and more popular in the data 

science and business intelligence industry (“Tableau Desktop,” 2014). 
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Results 

Each observation in the validation data set is classified as being likely to move away 

from San Francisco or not based on the ratio of odds of success (moving away) to the odds of 

failure (not moving away).  Then, comparing those classifications to the actual survey results 

gives us a measure of the model accuracy.  Our results (shown in Table 1) demonstrate an 

accuracy of 76%, hence we conclude that logistic regression gives us a reasonably successful 

model. However, by looking at the number highlighted in red in the table, we see that the model 

has some difficulty finding the people who are most likely to move away, an area we wish to 

improve upon.  This model would be useful for the city controller’s office because they would be 

able to answer this question more efficiently and cost-effectively by asking fewer questions, 

storing less data, and therefore requiring less computational resources. 

One of the key findings from the results is that people who have a hard time covering 

their basic expenses such as food and housing are some of the most likely to move away, which 

makes sense in context because San Francisco is a very expensive city to live in. This has been 

confirmed in local news and official reports on this dataset, attributing many departures from the 

city to very high housing costs (Knight, 2013).  Some other factors that the model captures as 

significant predictors are expensive public transportation, poor quality of public schools, and 

poor quality of city parks (low p-values in Table 1). Some interesting factors that were not 

significant included dirty public transportation, low quality of infrastructure and libraries, and 

neighborhoods that feel unsafe at night or day.  Thus San Francisco needs to focus on these 

weaker categories and not as much on city infrastructure and services such as libraries according 

to our discoveries. 
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Conclusions and Discussion 

I believe studies like this are meaningful and important because they give a detailed 

perspective to elected officials, either to strengthen confidence in proposed solutions or offer 

some new ideas for where to start improving next.  I would like to see other cities and even small 

towns become comfortable with collecting data in a similar way to gain insights into issues faced 

by their resident population.  If more cities had the information they needed and the tools to 

properly handle it, they could provide a better living experience for their residents. 

As I extend my research plans into the future, there are a few more things I would like to 

do in this project. I have gathered U.S. Census data on San Jose, CA, and am currently 

comparing that to San Francisco, which may have significance in this study because both cities 

are in the Silicon Valley region and also because many people from San Francisco are moving to 

suburban cities in the area such as San Jose.  Results from these studies can have a positive 

impact on the lives of people in the community by suggesting, for example, that San Francisco 

may need a new scheduling system for BART (metro railway) to improve commuter experience.  

I would also like to conduct my own surveys in some cities in our community in Orange County. 

This research experience has been a milestone in my professional and academic development 

and has helped to prepare for real-world applications of business analytics. 
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Figure 1: San Francisco Population Growth Compared to State, National Average ("San 
Francisco, CA Population and Races") 

 

Figure 2: Likeliness to Move Away by District, self-made using Tableau data visualization 
software 
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Table 1: Logistic Regression Results Using XLMiner software 

The	  Regression	  Model	  
	   	   	   	  

	   	   	   	   	   	  Input	  Variables	   Coefficient	   Std.	  Error	   p-‐value	   Odds	  
	  Constant	  term	   -‐2.2247026	   0.15555428	   0	   *	  
	  coverexp	   -‐0.03319592	   0.06981056	   0.63442045	   0.96734899	  
	  movesf_likely	   -‐0.01933547	   0.12355538	   0.87564498	   0.98085028	  
	  General_Grade_poor	   1.30258667	   0.13423784	   0	   3.67880034	  
	  children	   0.26075503	   0.13343352	   0.05067825	   1.29790962	  
	  bad_schools	   -‐0.80777752	   0.57457536	   0.15976311	   0.44584784	  
	  unsafe_night	   0.37472129	   0.12818293	   0.00346307	   1.45458591	  
	  unsafe_day	   0.09895954	   0.22709306	   0.66300619	   1.10402167	  
	  bad_fare	   0.05973974	   0.13167527	   0.65005207	   1.06156027	  
	  dirty_pt	   0.88262475	   0.1196816	   0	   2.41723609	  
	  late_pt	   0.26583716	   0.12475925	   0.03310552	   1.30452263	  
	  bad_lib	   0.173557	   0.42243811	   0.68118548	   1.18952847	  
	  bad_parks	   1.2023648	   0.42277753	   0.00445559	   3.32797742	  
	  park_prog_bad	   -‐0.76814395	   0.47524881	   0.10602978	   0.46387324	  
	  incon_park_prog	   0.35824783	   0.33530158	   0.28545898	   1.43067706	  
	   

 

	  
Validation	  Data	  Scoring	   	  	  

	  
Cutoff	  Probability	  for	  Success:	   0.5	  

	   	   	   	   	  
	  

Classification	  Confusion	  Matrix	  
	  

	  
	  	  

Predicted	  
Class	   	  	  

	  
	  

Actual	  Class	   1	   0	  
	  

	  
1	   9	   376	  

	  
	  

0	   5	   1202	  
	  

	   	   	   	   	  
	  

Error	  Report	  

	  
Class	   #	  Cases	   #	  Errors	  

%	  
Error	  

	  
1	   385	   376	   97.66	  

	  
0	   1207	   5	   0.41	  

	  
Overall	   1592	   381	   23.93	  
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Figure 3:Logistic regression model performance (in blue) compared to the “naïve model”(in 
red) which classifies each observation as equally like to move away and not move away from San 
Francisco. 
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